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The average value
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What’s a model?

The arithmetic average solves a least squares optimization problem:

minimize
θ

n∑
i

(yi − θ)2 θ =
1

n

n∑
i

yi

In machine learning:

minimize
θ

∑
i

(yi − f(xi,θ))
2 θ = OptimizationResult

In this talk f(xi,θ) = θ and we ask “what else can we do?”1

1The talk is an exploration of the 10 commandements of data science: C4: “Master the
basics” and C5: “Keep it simple”

https://tommyodland.com/articles/2024/the-ten-commandments-of-data-science/
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The Pythagorean averages



The arithmetic average minimizes squared loss2

When being twice as far off is four times worse. Very nice properties.

minimize
θ

n∑
i

(yi − θ)2 θ =
1

n

n∑
i

yi
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Loss function
Optimal value 3.33

2The average in statistics: normal for µ, poisson for λ, binomial for p, etc.



The geometric average minimizes multiplicative loss
When error is measured in orders of magnitude.

minimize
θ

n∑
i

(log yi−log θ)2 θ = exp 1

n

n∑
i

log(yi) = (y1y2 . . . yn)
1/n
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Loss function
Optimal value 2.62



The harmonic average minimizes relative loss
Errors are measured relative to the true value (weighted squares).3

minimize
θ

n∑
i

(yi − θ)2

yi
=

n∑
i

1

yi
(yi − θ)2 θ =

n∑n
i

1
yi
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Loss function
Optimal value 2.00

3The loss
∑

i(y
−1 − θ−1)2 also leads to the harmonic average. See The

Nature and Use of the Harmonic Mean for more information.

https://www.tandfonline.com/doi/abs/10.1080/01621459.1931.10503148
https://www.tandfonline.com/doi/abs/10.1080/01621459.1931.10503148


Resource allocation under Pythagorean loss
Suppose we have R resources in total to distribute over y demands

minimize
θ

∑
i

loss(yi, θi)

subject to
∑
i

θi = R and 0 ≤ θi ≤ yi

Squared loss Multiplicative loss Relative loss



Choosing a loss function

Suppose true values are y = (2, 8). Consider the “nullspace”:
• Squared errors: θ = (2+2, 8) is as bad as θ = (2, 8+2)

• Multiplicative errors: θ = (2, 8/2) is as bad as θ = (2, 8×2)

• Relative errors: θ = (2−2, 8) is as bad as θ = (2, 8+8)

Practical examples:
• Predicting medicine dosage ⇒ relative errors
• Predicting economic outcomes ⇒ squared (or absolute) errors
• Interest rates ⇒ mult. errors
• Summarizing performance benchmarks4 ⇒ mult. errors

4See How Not to Lie with Statistics: The Correct Way to Summarize Benchmark Results

https://dl.acm.org/doi/pdf/10.1145/5666.5673


The p-norm



The p-norm

Generalize in a different direction. Solve the problem

minimize
θ

n∑
i

|yi − θ|p

for different values of p.5

5See Ch. 6 “Approximation and fitting” in Convex Optimization by Boyd et al



p = 1 (Absolute error)

minimize
θ

n∑
i

|yi − θ|1 θ = median(y)
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p=1
Loss function
Optimal value 3.00



p = 1.5

minimize
θ

n∑
i

|yi − θ|1.5
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x
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p=1.5
Loss function
Optimal value 3.07



p = 2 (Squared error)

minimize
θ

n∑
i

|yi − θ|2 θ = avg(y)
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p=2
Loss function
Optimal value 3.33



p = 3

minimize
θ

n∑
i

|yi − θ|3

0 1 2 3 4 5 6 7 8
x

Lo
ss

p=3
Loss function
Optimal value 3.48



p = ∞ (Max error)

minimize
θ

n∑
i

|yi − θ|∞ ≈ minimize
θ

max
i

|yi − θ|

θ = midpoint(y)
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x
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p=inf

Loss function
Optimal value 3.50



Pythagorean losses and p-norms

L/p p = 1 p = 2 p = ∞
|yi − θ|p MAE MSE max error
|log yi − log θ|p MSLE
1
yi
× |yi − θ|p MAPE weighted MSE

First determine the individual loss by considering a single residual,
then determine the p-norm used to combine the losses.

Choosing a p-norm. Let ϵi = |yi − θ|, then
• Absolute error: ϵ = (4, 0) as bad as ϵ = (3, 1) and ϵ = (2, 2)

– ϵ = (9, 0) is better than ϵ = (5, 5)

• Max error: ϵ = (9, 0) as bad as ϵ = (9, 5) and ϵ = (9, 9)

– ϵ = (8, 8) is better than ϵ = (9, 0)



Huber, mellowmax and quantiles



Smooth Huber
Squared errors can be overly sensitive to outliers.
Huber acts like ϵ2 when ϵ is small, else like |ϵ|.

minimize
θ

n∑
i

H(ϵ) =
n∑
i

√
ϵ2 + 1− 1, where ϵ = yi − θ
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Smooth Reverse Huber
Squared errors are flat around zero.
Reverse Huber6 like |ϵ| when ϵ is small, else like ϵ2.

minimize
θ

n∑
i

R(ϵ) =
n∑
i

1

2

(
|ϵ|
√
ϵ2 + 1 + log

(
|ϵ|+

√
ϵ2 + 1

))
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6For more information, read The reverse pseudo-Huber loss function.

https://tommyodland.com/articles/2024/the-reverse-pseudo-huber-loss-function/


Mellowmax and mellowmin
The max and min functions only depend on a single value.
This function acts like max(y) as α → ∞ and min(y) as α → −∞.

minimize
θ

n∑
i

(exp(αyi)− exp(αθ))2 θ =
1

α
log 1

n

n∑
i=1

exp(αxi)
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x
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Mellowmax loss with = 0.05
Optimal value 3.44



Mellowmax and mellowmin
The max and min functions only depend on a single value.
This function acts like max(y) as α → ∞ and min(y) as α → −∞.

minimize
θ

n∑
i

(exp(αyi)− exp(αθ))2 θ =
1

α
log 1

n

n∑
i=1

exp(αxi)

0 1 2 3 4 5 6 7 8
x
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Mellowmax loss with = 0.10
Optimal value 3.55



Mellowmax and mellowmin
The max and min functions only depend on a single value.
This function acts like max(y) as α → ∞ and min(y) as α → −∞.

minimize
θ

n∑
i

(exp(αyi)− exp(αθ))2 θ =
1

α
log 1

n

n∑
i=1

exp(αxi)
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Mellowmax loss with = 0.50
Optimal value 4.34



Mellowmax and mellowmin
The max and min functions only depend on a single value.
This function acts like max(y) as α → ∞ and min(y) as α → −∞.

minimize
θ

n∑
i

(exp(αyi)− exp(αθ))2 θ =
1

α
log 1

n

n∑
i=1

exp(αxi)
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Mellowmax loss with = 1.00
Optimal value 4.96



Mellowmax and mellowmin
The max and min functions only depend on a single value.
This function acts like max(y) as α → ∞ and min(y) as α → −∞.

minimize
θ

n∑
i

(exp(αyi)− exp(αθ))2 θ =
1

α
log 1

n

n∑
i=1

exp(αxi)
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x

Lo
g 

lo
ss

Mellowmax loss with = 5.00
Optimal value 5.78



Quantiles and expectiles
Scale up or down depending on whether residual ϵi = yi − θ is
positive or negative. The objective7 for a quantile q is

n∑
i

|ϵi|p becomes
n∑
i

q[ϵi < 0]|ϵi|p + (1− q)[ϵi ≥ 0]|ϵi|p

0 1 2 3 4 5 6 7 8
x

Lo
ss

Quantile regression with q=2/3
Loss function
Optimal value 4.85

7Synonym: pinball-loss. p = 1 is called quantile, p = 2 is an expectile.



Example: ETA for file downloads



Problem statement: ETA

Motivation: ETA for a file download, file copy, installation, etc

We know work yi done and time ti elapsed. Given total work yn, how
to estimate total time t̂n?
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Solution requirements
• Must handle non-equidistant arrivals (files of different sizes)
• Linear assumption reasonable (but speed can change)
• With arrival of (tm, ym), must update in O(1) time
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Idea: compute average rate of work

minimize
θ

m∑
i=1

wi∆ti

(
∆yi
∆ti

− θ

)2

θ =

∑m
i=1 wi∆yi∑m
i=1 wi∆ti

=

(∑m−1
i=1 wi∆yi

)
+ wm∆ym(∑m−1

i=1 wi∆ti
)
+ wm∆tm
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Results on three data sets

θ =

(∑m−1
i=1 wi∆yi

)
+ wm∆ym(∑m−1

i=1 wi∆ti
)
+ wm∆tm

• y(t) = ym + θ(t− tm) is constrained to go through (tm, ym)

• The estimated slope θ is the weighted avg. of slopes ∆yi/∆ti

• We set weights wi ∝ 2i/γ, where γ is the half-life

Time

W
or

k

Time Time

ExponentialRateProgress



Iterative results
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ETA: 10.53



Iterative results
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Iterative results
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Iterative results
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Iterative results
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Example: Ranking products by ratings



Problem statement: Ranking

Websites like legelisten.no, clasohlson.com, komplett.no,
elkjop.no, blivakker.no let users rank products using a naive
average rating.

This produces results like:

avg([5]) > avg([5, 5, 5, 5, 5, 5, 4])
avg([1, 1, 1, 1, 1]) > avg([])

I found no e-commerce website ranks products properly. One of the
few that gets it right: IMDb top 250.8

8See Wikipedia for the equation IMDB used.

https://en.wikipedia.org/wiki/IMDb#Rankings


Idea: regularized arithmetic average

Our average rating should have two properties:
• Should take into account the number of ratings
• A product without ratings is likely typical, not really bad

Key idea: Rank by our best prediction of the next rating.

Introduce a prior average ȳ and a pseudocount α:

minimize
θ

α(ȳ − θ)2 +
n∑
i

(yi − θ)2

θ =
αȳ +

∑n
i yi

α + n



Determining hyperparameters

• LOOCV: Leave One Out Cross Validation
– Remove each data point in turn. Fit on the others, predict on

the removed. Compute error.
• LNOCV: Leave Next Out Cross Validation

– Remove each data point in turn. Fit on the preceding data,
predict on removed. Compute error.

LOOCV LNOCV
( , y2, y3) → ŷ1 ( , , ) → ŷ1

(y1, , y3) → ŷ2 (y1, , ) → ŷ2

(y1, y2, ) → ŷ3 (y1, y2, ) → ŷ3

Both can be computed in O(n) time for squared loss.9

9This extends to higher dimensions, see section 1.8.2 in Lecture notes on ridge regression.

https://arxiv.org/abs/1509.09169


Ranking doctors: objective

We rank 17 doctors with 212 ratings from legelisten.no.10

θ =
αȳ +

∑
i wiyi

α +
∑

i wi

wi ∝ 2i/γ
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Loss as a function of y

y = 3.8

Loss with arithmetic avg was 1.77, with regularized avg was 1.55.
10Read the article Ranking doctors for details on this problem and all the code.

https://tommyodland.com/articles/2023/ranking-doctors/


Ranking doctors: results
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Doctors as ranked by legelisten vs. temporal regularized ranking
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Examine and explain: third, 10th and last doctor.11

11Do you think {2, 3, 4} is better than {1, 3, 5}? If so, take posterior variance
into account. See the article Ranking Items With Star Ratings.

https://www.evanmiller.org/ranking-items-with-star-ratings.html


Summary



Summary
• Only simple problems have closed-form solutions. Spend time

constructing loss functions by carefully considering properties.
Solving is left to an optimization algorithm.

• The solution f(xi,θ
⋆) depends on (1) the model f and (2)

the loss function. You should focus on (2) as much as (1).12

• Adapt your approach to the problem at hand. Combine
existing ideas, don’t reinvent.

• Always start simple. Never use models you do not understand.
Even today billion-dollar e-commerce websites do not
implement averages correctly.

Slides: tommyodland.com/files/presentations/avg.pdf

12In statistics we minimize the log-likelihood of a posterior. Out of scope :)

https://tommyodland.com/files/presentations/avg.pdf
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